
Thanks to the rise of the Internet and digital 

technologies, we are now inundated with an 

absolutely staggering amount of data, with 

around 2.5 quintillion bytes of data created 

each day1. In fact, more data will be produced 

in 2017 than the previous 5,000 years of 

human history2. Data generation shows 

no signs of slowing down, with experts 

predicting a 4300% increase in annual data 

production by 20203.

In line with the above trends, companies across a 
broad spectrum of industries now generate and 
store more data than ever before. These industries 
include finance, healthcare, energy, social media, 
entertainment, retail, technology, manufacturing, 
telecommunications, automotive, consumer 
electronics, and many more. The question is, how can 
companies effectively process this vast amount of 
data, known as ‘big data’, to generate valuable insights 
that will help their business grow?

ALIBABA CLOUD’S E-MAP REDUCE (EMR): 
AN OVERVIEW

Using conventional database software to process big 
data is usually not feasible, because big data sets are 
unstructured, and too large and complex for conventional 
databases to handle. A software solution that is 
specifically tailored to process big data is required.

Alibaba Cloud’s Elastic-Map Reduce, or EMR, is a big data solution 
designed to rapidly process vast amounts of data. EMR allows your 
business to launch Hadoop clusters within minutes for big data 
processing via a user-friendly web interface. Any resources dedicated 
to the workload are automatically released upon completion of the 
processing task, ensuring that you only pay for the resources you 
use. EMR thus makes big data processing easy, fast, scalable and 
cost-effective. It can be applied to a variety of use-cases, including 
data warehousing, trend analysis and the evaluation of continuously 
streaming data.

EMR is built on Alibaba Cloud’s Elastic Compute Service (ECS) and 
utilizes Apache Storm, Spark, Hue and Hive as its backend services. 
EMR also integrates easily with other Alibaba Cloud products, such as 
Resource Access Management (RAM), ApsaraDB for RDS, ApsaraDB 
for Redis, and so on. 
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1.  Elastic

•	 Supports the scaling of Hadoop clusters
•	 Enables deployment of multiple new Hadoop 

clusters and resizing of existing clusters
•	 Provisions as many instances as needed and 

releases them once the job is complete

2. Flexible cluster configuration

•	 Permits the selection of the ECS model and relevant 
configuration including memory, CPU, and disks

•	 Allows the selection of the required number of 
master nodes and core nodes

3.  Flexible execution of jobs

•	 Permits easy connection of jobs (Hive, Pig, 
Apache Spark etc.), which can be executed 
and processed for analysis

•	 Automates scheduling regular workloads

4. Supports multiple data storage &  
    databases

•	 Supports usage of Alibaba Cloud ApsaraDB for RDS 
(MySQL), Table Store and AsparaDB for Redis

•	 Permits object data storage options using Alibaba 
Cloud Object Storage Service (OSS)

5. Integration with third-party 
    tools

•	 Supports integration with frameworks 
(Apache Spark, MapReduce, Apache Pig), 
tools (Apache Sqoop, Spark SQL) and data 
storage (Apache HDFS, HBase)

6. Security

•	 Enables isolation of service permissions through the 
primary account/sub-account via easy integration 
with Alibaba Cloud RAM

•	 Enables security through configurable firewall 
settings for ECS instances

•	 Offers security options for encryption of data 
processed by EMR
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PRODUCT FEATURES



KEY ADVANTAGES

Cost-effective
•	 Provides flexible payment options on the basis  

of cluster payment type, Subscription or  
Pay-As-You-Go

•	 Pay on an on-demand basis for every instance used

Learn more about our  
EMR solution here.
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EXAMPLES OF USE-CASE SCENARIOS

Usability
•	 Permits the provisioning, configuration, and tuning 

of Hadoop clusters
•	 Creates a Hadoop cluster as required within 

minutes and releases the cluster once an offline job 
is complete

•	 Adds nodes dynamically when needed

Seamless integration
•	 Easily works in conjunction with other Alibaba 

Cloud products to use them as the input source  
or output destination of the Hadoop/Spark 
calculation engine.

Scalability
•	 Permits scaling up or down the number of  

instances as and when required

Offline data processing
Easily manages petabytes of offline 
structured or unstructured data, such as 
database records, stored logs and so forth 
from applications. EMR also facilitates batch 
processing.
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Ad-hoc data analysis
Deals with ad-hoc queries instantly, using  
an interactive web interface via Hue and 
Apache Zeppelin.
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Massive data  
online service
Easily manages, processes and analyzes vast 
amounts of data, that originate from either 
multiple data ingestion channels in real-time 
or from previously stored data.
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Real-time 
streaming service
Allows real-time data processing of live data 
streams emanating from various sources such 
as Twitter feeds, IoT sensors, user activities on 
e-commerce websites and so forth.
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https://www.alibabacloud.com/product/e-mapreduce

